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Abstract—Reservoir computing efficiently learns chaotic dy-
namics, making it a well-suited candidate for constructing the
predictive core of digital twins. A key challenge is the rapid
divergence of the autonomously generated forecast from the true
trajectory: small one-step errors are fed back as inputs and grow
exponentially due to the intrinsic instability of chaotic dynamics.
One way to mitigate this effect is to train the model under
conditions that resemble autonomous generation, which can im-
prove its resistance to self-generated errors. This paper compares
three training strategies: classical, noise-additive, and phase-
alternating (teacher-forcing and self-generated phases) training,
applied to the Lorenz system. We evaluate these approaches on
1000 trajectories generated from random initial conditions and
demonstrate that both modified strategies improve trajectory
retention over the classical baseline. Phase-alternating training
performs best, reducing the NRMSE by 4.8% and the mean
error by 6.6%, and increasing the valid prediction time by 3.8%
at a 750-step horizon. Noise-additive training extends the valid
prediction time by 2.4% at no additional training cost (0.13s
versus 0.35s for phase-alternating training).

Index Terms—reservoir computing, digital twin, Lorenz
system, training approaches, noise-additive training, phase-
alternating training

I. INTRODUCTION

A digital twin is a virtual counterpart of a physical system
that is continuously synchronized with it through data and is
used to monitor, forecast and control its behavior [1]-[3]. The
central element of any predictive digital twin is a dynamical
model able to propagate the current state of the system forward
in time [2]. For many real systems, first-principles models
are unavailable, incomplete, or too expensive to evaluate in
real time, which motivates the use of data-driven surrogates,
including models that clone the dynamics of systems with
hidden variables and stochastic components [4]. When the
underlying dynamics are nonlinear and chaotic, the surrogate
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must not only fit the observed data but also remain stable when
it is run forward on its own.

Reservoir computing (RC) [5], [6] and, in particular, echo
state networks (ESNs) have proven to be highly effective for
learning chaotic dynamics from time series [7]-[9]. In an
ESN, a large, fixed, randomly connected recurrent network
(the reservoir) nonlinearly expands the input signal, and only
a linear readout is trained, typically by ridge regression [10].
Training therefore reduces to a single linear least-squares
problem, which is much faster than training by backprop-
agation through time and makes RC attractive for digital
twins that must be retrained or adapted on the fly [11]. RC
models have been shown to reproduce the climate of chaotic
attractors and estimate their Lyapunov spectra [8], to infer
unmeasured variables [12], and to forecast large spatiotempo-
ral systems [9]; related variants include clique-based reservoir
topologies [13] and next-generation RC based on nonlinear
vector autoregression [14]-[16]. Beyond benchmark systems,
RC has been used to recover hidden variables and reconstruct
experimental brain signals [12], [15]-[17], to classify regular
and irregular time series [18], and to model and predict
stochastic neuron dynamics and noise-induced phenomena
such as coherence resonance [19]-[21], while small spiking
neural networks have been applied to parameter estimation in
radiophysical experiments [22].

To be used as a digital twin, an ESN is operated in closed
loop: after a synchronization phase driven by measured data,
its own prediction is fed back as the next input, and the model
evolves autonomously. In this autonomous generation mode,
the model faces a mismatch between training and inference.
During classical training (teacher forcing [23]), the reservoir is
driven exclusively by the true trajectory and never observes its
own errors. During inference, however, every small one-step
error is fed back as input and, owing to the positive largest
Lyapunov exponent of the system, grows exponentially [24],
[25]. This discrepancy between training and inference input
distributions, known in the sequence-modeling literature as ex-
posure bias, leads to a rapid divergence from the true trajectory
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and, in some cases, to a collapse of the generated dynamics
onto non-physical attractors [26], [27]. For stochastic systems,
the quality of RC predictions has also been shown to exhibit
intermittent behavior [28].

Several remedies have been proposed. Injecting small noise
into the inputs during training is a common means of sta-
bilizing the generative operation of ESNs [10], since it acts
as a regularizer; recent work has proposed noise-inspired
regularizers that directly target the stability of closed-loop
RC forecasts [27]. For gradient-trained recurrent networks,
scheduled sampling [29] reduces exposure bias by exposing
the network to its own predictions during training. Other ap-
proaches improve forecasts by incorporating prior information
about the data into the reservoir [30]. Alternatively, the state
of an RC-based digital twin can be corrected during operation
by periodically injecting measured data [31]; this, however,
requires regular access to measurements, whereas the present
study aims to improve the stability of the model itself at the
training stage. However, scheduled sampling is formulated for
multi-epoch gradient descent and cannot be applied directly
to an ESN whose readout is obtained in a single regression
step. Moreover, comparisons of training strategies are often
performed on a few trajectories, whereas forecast quality for
chaotic systems varies strongly with the initial condition [26].

In this paper, we systematically compare three training
strategies for an ESN-based predictive core of a digital twin
of the Lorenz system: (i) classical teacher forcing, (ii) noise-
additive training, in which Gaussian noise is added to the in-
puts, and (iii) phase-alternating training, a single-shot analogue
of scheduled sampling in which fixed-length teacher-forcing
and self-generated phases alternate periodically. The rest of
the paper is organized as follows. Section II describes the
Lorenz system, the ESN architecture, the training strategies,
and the evaluation protocol. Section III presents the results,
and Section IV concludes the paper and outlines directions
for future work.

II. METHODS

A. The Lorenz system

The methods are evaluated on the Lorenz system [24], a
canonical benchmark for chaotic dynamics, defined by

=0y —z), (1)
y=xz(p—2z)—vy, 2
z=uay— Bz, 3

with the set of standard parameters ¢ = 10, p = 28,
B = 8/3. Trajectories are generated by 4th-order Runge—Kutta
integration with a fixed step At = 0.01.

B. Reservoir computing

As the predictive core of the digital twin, we adopt the
Echo State Network (ESN) architecture [5], [10], which uses a
randomly generated reservoir and trainable linear readout for

forecasting the system dynamics. The reservoir state r(t) €
RY is updated according to the equation:

r(t+At) = (1—a)r(t)+atanh(Wr(t)+ Wiu(t)+b), (4)

where u(t) € R? is the input state vector, W € RN*N
is the recurrent weight matrix, Wi, € RN*3 is the input
weight matrix, b € RY is a bias vector, and « is the leak
rate. The recurrent matrix W is independently initialized from
the standard normal distribution N'(0, 1), scaled with spectral
radius py and sparsified according to the connectivity pyes.
Wi, has a modified block-structured architecture grouped
by input coordinates. Each group is strongly connected to
its own coordinate (connectivity density p;,, amplitude ¢;;)
and weakly connected to the others (peross = 0.15Din,
Ocross = 0.1505y,), forcing the blocks to partially specialize
in individual components of the dynamics. This modification
was selected because, in autonomous generation, it outper-
forms the classical architecture (NRMSE, ;4ssic = 0.1629 vs
NRMSEeparatea = 0.1567 under identical conditions) while
using half as many units (N¢jqssic = 1000, Ngeparateda = 500)
under optimized hyperparameters. The key hyperparameters of
the model are summarized in Table L.

TABLE I
RESERVOIR HYPERPARAMETERS

Parameter Value
Number of reservoir units (N) 500
Leak rate («) 0.25
Spectral radius (py ) 0.60
Input scaling (o) 0.44
Reservoir connectivity (pres) 0.02
Input connectivity (pir) 0.21
Ridge regularization (\) 104

The output weights Wy, € R3*Y are the only trainable
parameters of the network. The readout is trained to predict
the state one step ahead, (¢t + At) = Wy r(t + At), where
r(t + At) is obtained from (4) with input u(¢). The weights
are found by ridge regression (Tikhonov regularization) [10],
minimizing

LWou) = > |[Wour r(t + At) — tpruo(t + A1)
t )
+ >‘||Wout||%«“7

where A = 10~ is the regularization parameter and || - || is
the Frobenius norm.

C. Training strategies

Classical training. This strategy uses standard teacher forc-
ing, where the reservoir is driven by the true state u¢,yq(t), and
the readout is trained to predict the next true state Wwgye(t+At)
according to (4) and (5)zero-mean Gaussian noise.

Noise-additive training. During training, we add zero-mean
Gaussian noise to the input data, while the target variable
remains unchanged:

ﬁ(t) = utrue(t) + n(t)’ 77(75) ~ N(Oa 0727[)7 (6)
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where o, is the standard deviation of the noise, tuned as a
hyperparameter.

Phase-alternating training.This strategy emulates the con-
ditions of autonomous generation by periodically feeding the
reservoir with the model’s own predictions instead of the
true state. Unlike classical scheduled sampling, where the
proportion of self-generated values continuously increases
across epochs, we apply a fixed-length periodic cycle defined
as

L =Ty + Ty, %

where Ti¢ and T,, are the numbers of teacher-forcing and
self-generated steps, respectively, with Tis > Ti,. This design
choice is motivated by the fact that the readout layer is trained
in a single step rather than via iterative gradient descent over
multiple epochs. To generate training data, we first train a read-
out under standard teacher forcing. This preliminary readout is
used to produce predictions during the self-generated phases
of the cycle. Finally, the readout is subsequently trained on
the resulting mixed trajectory.

D. Testing

For each training strategy, the model is first trained on a
single continuous trajectory of 12000 steps, which is isolated
from the testing dataset. The model is then evaluated on an
ensemble of Ny,; = 1000 independent trajectories starting
from random initial conditions on the attractor, sampled after
discarding a 2000-step transient. All evaluation metrics are
calculated across generation horizons ranging from Ngiep,s =
400 to Ngieps = 750 steps.

E. Evaluation Metrics

For each method, we compute the Normalized Root-Mean-
Square Error (NRMSE), the mean Euclidean error (Erryean),
and the valid prediction time (¢y).

The instantaneous prediction error at time step ¢ is defined
as the Euclidean distance between the true state u(t) and the
predicted state a(t):

e(t) = [lu(t) —a()llz. ®)

The mean Euclidean error over the evaluation horizon Ngeps
is then given by:

1 Nsteps
Errpean = e(t). )
Nsteps ;

To evaluate the relative trajectory deviation normalized by
the full span of the true trajectory, we define the normalized
root-mean-square error (NRMSE) as:

Nsteps
Vo T et

max; [[u(t)||2 — min; [fu(®)]]2

NRMSE = (10)

The valid prediction time ty captures the short-term predic-
tion quality by quantifying the model’s capability to closely

track the ground-truth trajectory. The normalized prediction
error Oy (t) is defined as:

[u(t) —a)|3
(Ia(t) = (u(@)]l3)
where (-) denotes the time average of the argument up to time

t. The valid prediction time is the first time at which &y (¢)
exceeds the threshold 0.4 [30], expressed in Lyapunov times:

12)

Sy (t) = (11)

ty = max{t | oy (t) < 0.4}.

F. Hyperparameters optimization

The noise level o, (Eq.6) and Ty, Ty, (Eq.7) were opti-
mized to balance prediction accuracy (NRMSE) and the valid
predictive time. Models were trained on 12000 time steps and
evaluated on 80 validation trajectories generated with four
random seeds (20 trajectories per seed) and disjoint from the
test ensemble. The selected values are o, = 0.0037, Tis = 16,
and T, = 10.

III. RESULTS

The three training strategies: classical, noise-additive, and
phase-alternating training were compared on Ni.,; = 1000
independent test trajectories starting from random initial con-
ditions on the Lorenz attractor. Table II reports the mean and
standard deviation of each metric across the test trajectories
at a 750-step generation horizon.

TABLE II
COMPARISON OF TRAINING STRATEGIES AT 750 STEPS GENERATION
HORIZON (MEAN + STANDARD DEVIATION OVER 1000 TEST
TRAJECTORIES; ¢, IN LYAPUNOV TIMES).

Strategy NRMSE Errmean ty

Classical 0.0943 +0.0395 6.04 +£3.30 4.20+1.39
Noise-additive 0.0914 +0.0398 5.80 +3.25 4.30+ 1.39
Phase-alternating ~ 0.0898 +0.0398 5.64 +3.14 4.36 +1.38

Both modified strategies outperform classical training on
all three metrics. Relative to the classical baseline, phase-
alternating training reduces the NRMSE by approximately
4.8% and Errp,ca, by 6.6%, and increases the average ¢y by
approximately 3.8% (from 4.20 to 4.36 Lyapunov times, i.e.,
by about 18 integration steps). Noise-additive training yields
smaller gains: 3.1% lower NRMSE, 4.0% lower Errpean,
and 2.4% longer ty . The advantage of phase-alternating over
noise-additive training is smaller: 1.8% lower NRMSE and
1.4% higher ty . Phase-alternating training also yields the
smallest spread of Errpean (3.14 versus 3.25-3.30 for the
other strategies).

Fig. 1 shows the NRMSE and Errpe., as functions of
the generation horizon. The ranking of the strategies (phase-
alternating < noise-additive < classical) is preserved over the
entire range of Nyieps € [400, 750]. As the horizon increases,
all errors grow because of the exponential divergence of
chaotic trajectories. The absolute gap between the strategies
grows slightly with the horizon, whereas the relative gap
decreases: for example, the relative reduction in Errpean
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Fig. 1. Forecast error metrics as a function of the generation horizon
Nsteps € [400, 750] steps for classical, noise-additive, and phase-alternating
training strategies: (a) normalized Root-Mean-Square Error (NRMSE); (b)
mean Euclidean error (Errmean).

achieved by phase-alternating training decreases from about
14% at 400 steps to 6.6% at 750 steps. This is expected, since
once the forecast has decorrelated from the true trajectory, the
error saturates at a level determined by the size of the attractor,
regardless of the training strategy.

IV. CONCLUSION

This paper examined whether the training strategy of an
echo state network affects the stability of autonomous fore-
casting of chaotic dynamics, in terms of both forecast accuracy
(NRMSE, Errpean) and the valid prediction time. Three
strategies, namely classical teacher forcing, noise-additive
training, and phase-alternating training, were compared on the
Lorenz system. Each model was trained once on a 12000-
step trajectory and tested on 1000 independent trajectories
with random initial conditions on the attractor, for generation
horizons from 400 to 750 steps

In terms of steady-state accuracy (NRMSE, Err,,cq,), the
differences between the three evaluated strategies are minimal.
However, visible differences emerge in the duration the model
can sustain trajectory generation within acceptable limits be-
fore stable divergence from ground truth. In this regard, phase-
alternating training consistently outperforms classical training
achieving a lower value of NRMSE and Err,,cq, and the
highest valid predictive time among the three strategies, with
an advantage of roughly 3.8% over classical training and a
smaller, but consistent, advantage over noise-based training
across the tested horizon.

Therefore, these training modifications do not compromise
accuracy and provide a consistent advantage in trajectory
retention time in average, hence they can be used as a practical
strategy to enhance the autonomous generation stability of
ESN-based digital twins for chaotic systems. It is also worth
noting the computational training overhead. Classical and
noise-additive strategies require approximately 0.13s to fit
on 12000 steps, whereas phase-alternating training requires
about 0.35s due to the fitting of both preliminary and final
readout layers combined with the iterative state generation
loop. Consequently, noise injection serves as a computationally
lightweight optimization of the classical method, providing a
2.4% extension in ty with virtually zero added training time.
Meanwhile, phase-alternating training offers the maximum

gains (3.8% in ¢y and 4.8% in NRMSE) at a training overhead
of 2.7 times.
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